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MEASUREMENT AND POLICY 
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June 2013 

Outline 
1.  History as context. 
2.  Econometrics for performance management, not policy 

evaluation. 
3.  Value-added models 
4.  Causal inference & falsification testing 
5.  From econometrics to policy 
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History 
•  The Coleman Report (1966) – school X’s don’t matter. 
•  The Hanushek response – but schools do matter! 
• Growing frustration with lack of educational progress 
• New focus on efficiency/effectiveness 

Teacher quality as the new new thing 
• Across-school dispersion in student achievement growth 

seems to be (a) sorting and (b) noise (Kane & Staiger). 
• But there is lots of across-classroom dispersion within 

schools.   
•  Much more than can be explained by independent errors. 
•  Positively correlated within teacher across classes. 

• Ergo, teacher quality varies enormously. 
• à Value-added models label this dispersion the teacher’s 

value-added. 

“[T]eacher development could revolutionize our schools….   
[E]xceptional teacher support and evaluation systems…can 
turn our schools around” (Gates, 2011). 
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Value-added modeling 
•  Econometrics traditionally concerned with: 

•  Modeling the production function 
•  Estimating the effect of a particular input. 

•  Unobserved effectiveness usu. goes in the residual. 
•  VA modeling interprets this residual as causal:  The school’s (or 

teacher’s) impact. 
•  Lots of variants; common thread is controls for other 

determinants of outcome. 
•  Control for student characteristics:  yijt = zijtβ + µj + ε 
•  Gain score VAM: yijt – yij,t-1 = µj + εij 
•  Lagged score VAM:  yijt = yij,t-1λ + µj + εij 
•  Gain score VAM with student FEs:  yijt – yij,t-1 = θi + µjt + εij 
•  VAMs can incorporate student (& even class/school) controls. 
•  Non/semi-parametrics:  Student growth percentiles 

Fixed vs. random effects VAMs 
•  yijt = yij,t-1λ + µj + εij 
• Option 1:  Model µ as a random effect 

•  Allows controls for j-level characteristics. 
•  Captures only variation in µ that is orthogonal to controls. 
•  A variant:  Estimate µj as the average residual in unit j. 

• Option 2:  Model µ as a fixed effect. 
•  No j-level controls (though can get around this with multiple years) 
•  Captures all across-j variation in outcomes. 
•  Can be computationally intensive/difficult. 

•  In practice, sometimes wind up smudging the difference. 
•  Best linear predictors vs. best linear unbiased estimators. 
•  Empirical Bayes / shrinkage estimators. 

• A key covariate in teacher VAMs:  School attended. 
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Stylized facts 
• SD of teacher VA around 0.1 - 0.15 (in student-level SDs). 
• Decays quickly – approx. 50% in 1st year. 
• VA rises about 0.5 SD (so ~ 0.07 student-level SDs) over 

first few years of experience, then flat thereafter. 
• Measured VA has reliability around 0.4 from one year to 

next.  Much more volatility than can be explained by i.i.d. 
sampling error. 

• VA (weakly) correlated with: 
•  IQ / college SAT 
•  Personality characteristics 

• VA uncorrelated with possession of MA, type of 
certification. 

VAM as causal inference 
•  Traditionally, VAM specification chosen by reference to 

the educational production function to eliminate past 
inputs. 

• Analogous to production function estimation. 

•  The credibility revolution in causal inference:   
•  The key to identification of causal effects is assignment to 

treatment. 
•  Specification choice should be driven by assumption about 

treatment assignment. 
•  This assumption is untestable, but can sometimes be investigated. 
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What do we believe about treatment 
assignment? 
1.  Treatment is randomly assigned. 

2.  Treatment depends on student ability, but is random 
conditional on that. 

3.  Treatment depends on last year’s score, but is random 
conditional on that. 

4.  Treatment depends on last year’s score on an 
unobserved test A’. 

What do we believe about treatment 
assignment? 
1.  Treatment is randomly assigned. 

• A level score specification is fine. 
• Controls are useful for absorbing variation & increasing 

precision, but are not necessary to avoid bias. 
• Controlling for a post-treatment outcome destroys 

randomization! 
(Ex.:  Estimating school effects using lotteries.) 
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What do we believe about treatment 
assignment? 
2.  Treatment depends on student ability, but is random 

conditional on that. 

•  If ability doesn’t affect gains (i.e., acts as a fixed effect), a 
simple gain score model. 

•  If ability does affect gains, gain score model with student 
FEs. 
•  Can allow for variation across grades in ability effect on gains. 
•  Need conditional strict exogeneity of assignments. 

What do we believe about treatment 
assignment? 
3.  Treatment depends on last year’s score, but is random 

conditional on that. 

• A lagged score model. 
• Can augment with controls for other observables. 
• Assumption rules out dependence of treatment on ability 

or on prior treatment, given lagged score.  So fixed effects 
or lagged treatment controls are generally unnecessary. 
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What do we believe about treatment 
assignment? 
4.  Treatment depends on last year’s score on an 

unobserved test A’. 

• Calls for a modified lagged score model. 
•  Lagged score measures true achievement A* with error. 
•  Can use IV or other methods to recover true lagged achievement 

coefficient. 
•  But this isn’t the coefficient of interest.  Getting others right requires 

fairly strong assumptions. 

• Difficult (but not impossible) to generalize to other 
controls. 

Validating VA 
• VA models are internally consistent.  But can we interpret 

residual gains as teacher effectiveness / productivity? 
• Potential issues: 

•  Bias if (implicit) student assignment assumptions are incorrect. 
•  May capture only one among several dimensions of teachers’ 

output, perhaps one that we don’t care about (e.g., test prep). 

• How to validate? 
•  Falsification tests for identifying assumptions 
•  Out-of-sample forecasts using VA estimates to predict outcome 

impacts estimated using different methods. 
•  Correlate to other measures of effectiveness. 
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Falsification tests 
•  VA modeling = program evaluation.  Want to conduct causal inference 

on the teacher effects. 
•  This requires exclusion restrictions:  Teacher assignments have to be 

orthogonal to other determinants of outcome, conditional on 
covariates.   

•  What might go wrong?   
•  Strategy for testing:  Identify observables that are correlated with ε but 

that teachers can’t influence. 
•  Analogy to Ashenfelter Dip:  Lagged outcomes fit the bill (so long as ε 

process has sufficient dependence).  
•  Look for treatment effect on lagged outcomes. 
•  Interested in correlation between treatment & lagged residual. Treatment may 

be correlated over time, so for robustness control for lagged treatment. 
à Do 5th grade teachers affect 4th grade gains?  (For gain score VAM) 
à Do 5th grade teachers affect 3rd grade scores, holding 4th grade scores 
constant?  (For lagged score VAM) 

Evidence from falsification tests 
•  All common one-year VAMs fail these tests:  Large “effects” of 

5th grade teachers on 3rd grade scores. 
•  One defense:  Perhaps students are not randomly assigned to 

classrooms, but classrooms are randomly assigned to 
teachers.  Then the “bias” in one-year VAMs can be treated as 
noise in multi-year VAMs. 
•  Koedel & Betts:  Set up alternative version of test for VAM with student 

FEs in gains.  Reject random assignment with one year of data, but not 
when allow for classroom-level shock. 

•  Simpler:  Correlate “VA” of 5th grade teachers for 3rd grade scores 
across years.  Reliability in 0.4 range. 

•  Rejection of null ≠ quantitatively important bias. 
•  Controlling for all observables (many lags of scores, demographics, 

behavior) – doesn’t change lagged score VAM estimates a lot. 
•  Consistent with small – moderate bias. 
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Out-of-sample forecasts 
• Basic approach (Kane & Staiger 2008): 

•  Compute VA for teachers. 
•  Run experiment where students are randomly assigned to 

classrooms. 
•  Regress experimental impacts on Best Unbiased Predictor of 

teachers’ VA from pre-experimental data (not Best Unbiased 
Estimator!). 

•  No bias à coefficient = 1.  Bias amounts to “noise” in the 
coefficient so should attenuate it. 

Kane & Staiger (2008) 
•  Implementation: 

•  Identify teachers of interest (those who applied for National Board 
Certification – used in another study).   

•  Ask principal to identify another teacher to pair each chosen one. 
(Only about 25% of principals responded.)  

•  Principal assigns students to each teacher. 
•  Researcher flips coin.  Tails = swap classes. 
•  IV regressions, using intended teacher VA as instrument for actual 

teacher’s VA (with teacher pair FEs).  N=150 teachers. 
• Results 

•  Coefficients around 0.4 (SE 0.15) if “VAM” is just score levels. 
•  Coefficients around 0.8 (SE 0.2) for gain score VAM. 
•  Coefficients around 0.9 - 1 (SE 0.2) for lagged score VAM with peer 

controls. 
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Kane/Staiger II:  Gates Foundation 
Measures of Effective Teaching project 
•  Six districts got large grants to participate in study. 
•  Many components, but one was an RA study. 
•  Same design, with many more teachers (N=1,181 teachers). 
•  Without controls for student demographics, coefficient 

estimates are 1.6 (0.3) for math, 0.9 (0.4) for ELA.  With 
controls, 1.0 (0.1) for math, 0.7 (0.2) for ELA. 

•  Big caveat:  Only 50% of students wound up with the assigned 
teachers.  Many went to other teacher in pair.  First stage 
coefficient approx. 0.3. 

•  Teachers whose prior classes had high/low scores less likely to 
participate.  Unusual looking students less likely to comply. 

Chetty-Friedman-Rockoff 
• Strategy 

•  Reproduce Kane-Staiger with much larger, less selected sample. 
•  No random assignment – instead, treat changes in staffing at 

school-grade-year level as natural experiments. 
•  When teacher A replaces teacher B, do school-grade scores 

change as much as we would predict given prior VA? 
• Result 

•  Coefficient = 0.843 (0.053).   
•  But prior VA is from several years ago.  Drift alone causes coeff. 

0.861.  Ratio is 0.843/0.861=0.98 
•  Issues 

•  Still noisy – rule out V(bias)>0.14*V(truth) 
•  Don’t incorporate drift into analyses. 
•  Unusually rich VA model. 
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Other important results 
•  Decay 

•  A grade-g teacher who adds 0.14 to grade-g scores seems to add only 
about 0.03 to grade-g+1 scores, on average, with no effect in g+2. 

•  Though Chetty et al. find some long-run persistence. 
•  Lots of heterogeneity in g+1 effects conditional on g effects. 
•  Air Force Academy study (Carrell & West) indicates short-run impact a 

poor guide to long-run outcomes. 
•  The Measures of Effective Teaching study 

•  Compare VAM to rubric-based observation scores, student evals. 
•  This year’s VAM is best predictor of next year’s VAM. 
•  But this year’s observation is best predictor of next year’s observation.  

And this year’s evals are best predictors of next year’s evals. 
•  What is validating what? 

Validating with wages:  Chetty et al. 
• Regress students’ college attainment, earnings at age 28 

on the VA of their teachers (taken one at a time). 
• Covariates:  VA controls. 
• Coefficients imply 1 SD increase in teacher VA raises: 

•  College attendance at 20 by 0.49 p.p. (on base of 37.8%). 
•  Earnings at age 28 by $182 (0.9%). 

• Don’t report SD of teachers’ nonparametric effects on 
these outcomes – can’t work out correlation between VA 
for tests and VA for other outcomes (except >0). 
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Other measurement issues 

• How to compare across different contexts? 
• Students are not randomly assigned to schools. 
• Validation studies pertain to within-school comparisons; 

don’t say much about between-school comparisons. 
• Real-world uses need to do both. 

• VAM is quite unstable across assessments, subtests. 
• We know almost nothing about interactions across 

grades / subjects. 

Uncharted territory:  Policy 
• How to use performance measures to improve 

instructional outcomes? 
•  Pay-for-performance 
•  Performance-based retention 
•  Formative feedback 

• Key ideas/hypotheses 
•  A good teacher is born, not made. 
•  Hard to predict a teacher’s effectiveness before hiring. 
•  Management layer in education is thin. 

• Results 
•  Experiments with pay-for-performance show little effect. 
•  No good way to evaluate selection effects empirically.  Theoretical 

simulation (Rothstein 2012) shows that performance-based pay/
retention policies can work under certain conditions. 
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Bonus:  Objective and subjective firing 
probabilities 
•  Teachers are fired if posterior mean falls below a 

threshold. 
•  Teachers start careers with some private information. 
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Campbell’s Law – a cautionary note 
“The more any quantitative social indicator is used for social decision-

making, the more subject it will be to corruption pressures and the more 
apt it will be to distort and corrupt the social processes it is intended to 
monitor.”  

“[A]chievement tests may well be valuable indicators of general school 
achievement under conditions of normal teaching aimed at general 
competence. But when test scores become the goal of the teaching 
process, they both lose their value as indicators of educational 
status and distort the educational process in undesirable ways.”  

•  What kinds of distortion? 
•  Focusing on tested subjects/topics, focusing on high-stakes test, 

lobbying for right students, teaching to the test, aiming at short-run 
learning, outright cheating, “Figlio effects.” 

•  Even a little eliminates beneficial effects of performance-sensitive 
contracts. 
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Research agenda going forward 
• Deemphasize studying properties of measures in low-

stakes settings. 
• Study magnitude of distortions under high stakes. 
•  Incorporate non-test / low-stakes outcomes. 
• Study policies, not measures 

•  “Replace bottom 5% of teachers with median teachers” is not a 
policy. 

•  “Fire 80% of teachers after year 2” is a policy, but not a good one. 
•  Study pilot programs – districts that adopt alternative contracts. 

•  Need to commit to keeping program for a long time. 
•  May need to buy off current teachers. 
•  Expensive.  If only there were a wealthy foundation interested in the 

topic… 
•  Pilot alternative recruitment methods at a medium scale. 


